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Introduction

Throughout the nation’s history, policies have been created which 

impacted infrastructure. Dating back to the 1950s there were policies 

that have impacted vehicle ownership and infrastructure associated 

with vehicular transportation. In general, vehicle ownership has been 

trending upwards since the 1920s in the U.S. from about 80 to 800 

passenger cars per 1,000 people (Le Vine et al., 2018). Data from the 

Bureau of Transportation for the years 1960 through 2010 proved this 

trend to be true (Graph 1). However, in urban areas of developed 

nations, a decrease in vehicle ownership has been noted and is 

projected to continue (Jones, 2014). In these areas, it is important to 

note that as vehicle ownership has decreased, access to public 

transportation and walkability ratings have increased. Given this trend, 

policies related to the upkeep of public transportation are vitally 

important in urban settings. Analyzing trends in vehicle ownership is 

an important component in resource allocation and policy making, as it 

pertains to creating and maintaining transportation related 

infrastructure.

The purpose of this project was to determine what features from the 

U.S. Census were most predictive of vehicle ownership in Maryland. 

The model created from the features would provide city planners with 

a subset of variables to consider when analyzing transportation trends 

and making resource allocation decisions related to infrastructure.

A correlation analysis was done to determine which variables were overly 

correlated and would skew the analysis. Variables were selected from the 

large data set based on research by Le Vine (2018) which involved many 

variables thought to be predictive of vehicle ownership. Dozens of models 

and hundreds of variables were analyzed during the model creation process.

Training data was retrieved in RStudio for each one-year range from 2016 

to 2019. One of the conditions in the ACS was a county had to have at least 

65,000 people during the one-year range. The condition was implemented to 

prevent year to year variations of data in small counties from skewing the 

analysis. Based on the findings of the preliminary linear models, the 

variables with the highest predictive value were put together in RStudio to 

create a final combined linear model (Table 1). A stepwise function was 

used to select variables through the process known as backward selection. In 

backward selection, the significance of each variable is determined through 

a process of eliminating each variable one by one and re-running the fit of 

the model. For each run, the Akaike Information Criterion (AIC), standard 

residual error, and root mean sum error (RMSE) are calculated. Based on the 

AIC value, the variable is either left in or eliminated from the model. 

Variables were selected based on the previous linear model; each new model 

was run with the stepwise function until no other variables could be 

removed without impacting model performance.

Looking at suggestions of the model by the stepwise function, two 

variables showed a lack of statistical significance. The two variables each 

had strong correlations with each other, indicating collinearity. Therefore, 

both variables were removed from the model. When removed, it was noted 

that the model was not significantly impacted, and the final model was 

constructed using five independent variables. The performance of the model 

is shown against one-year ACS data from the year 2020 (Graph 2).

The project involved the use of the programming language R in the 

data science software RStudio. The data used for this study came from 

the American Community Survey (ACS), a national survey conducted 

by the U.S. Census Bureau that is published annually. The dataset was 

massive, containing hundreds of thousands of rows. A publicly 

available application programming interface (API) key was used to 

pull ACS data into RStudio for analysis. Data taken from the ACS was 

filtered to include only data for the state of Maryland collected at the 

county level. An important part of the script was the use of packages, 

additions to the R language that increase its functionality.
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Conclusion

A model to predict what features from the ACS were associated 

with vehicle ownership in Maryland was successfully created. It is 

important to note that the study was limited to counties in Maryland 

with populations over 65,000 and is only valid for that population. 

When run with data from Pennsylvania the model no longer proved to 

be valid. Additional features of the dataset should be analyzed to 

include data at a subcounty-wide level within Maryland and data from 

other states. The ACS is limited in scope in terms of the types of data 

collected. Other information that was not present in the ACS could be 

collected for an improved model.

Graph 2: Scatterplot of the linear model’s predicted vehicle ownership versus the actual 

vehicle ownership for the year 2020 across the 16 counties trained. The line y = x is 

shown to highlight whether the residual values are positive or negative. The counties 

farthest from the line were Washington County and Calvert County.

Table 1: Output in RStudio of a 

linear model using five variables. 

The outputted values of the 

estimate, standard error, t-value, 

and p-values were used to 

calculate model effectiveness.

Significance codes: [0, 0.001] ‘***’, (0.001, 0.01] ‘**’, 

(0.01, 0.05] ‘*’

Residual standard error: .007 on 41 degrees of freedom

Multiple R2: 0.894, Adjusted R2: 0.881 

F-statistic: 68.950 on 5 and 41 df, p-value: < 2.2 × 10−16 

Coefficients Estimate Std. Error t-value p-value

(Intercept) 0.538 0.061 8.799 5.460 × 10−11 ***

College_undergraduate_prop 0.155 0.065 2.381 0.022 *

Structure_built_1939_earlier_prop −0.179 0.020 −8.774 5.890 × 10−11 ***

Vision_difficulty_prop −0.365 0.062 −5.918 5.660 × 10−7 ***

White_race_prop 0.044 0.005 8.541 1.210 × 10−10 ***

Internet_subscription_prop 0.404 0.075 5.368 3.410 × 10−6 ***
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Graph 1: Data from the 

U.S. Bureau of 

Transportation showing 

the change in percentage 

of households owning no 

vehicle, one vehicle, two 

vehicles, and three or 

more vehicles from 1960 

to 2010 by decade (Bureau 

of Transportation 

Statistics, 2015).
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