
Results
The output generated by the program was a series of 8 × 8 subplots. Plotting 

the “dimensions” used in clustering against one another as a method of multi-
dimensional visualization allowed for comparing the possible adverse effects 
each element of the dataset may have had upon the clustering process.

Clustering results were analyzed for the presence of distinct clusters, capable 
of being used for the classification of detected gamma spectra (Figure 1).
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Gamma rays, or gamma radiation, are penetrating 
electromagnetic radiation arising from the radioactive decay of atomic 
nuclei. These gamma rays can be identified through the use of 
scintillation detectors utilizing Thallium-Activated Sodium Iodide 
Crystals (Hofstadter, 1949). These crystals, when in contact with 
gamma rays, emit visible light that hits a photocathode within the 
sensor, releasing electrons, moving them towards the anode. The pulse 
of these electrons were then counted to determine contamination. In 
addition, specific sources were determined by measuring the size of 
the output pulse to determine how much energy was deposited into the 
sensor (Sharma, Bellinger, Japkowicz, Berg, & Ungar, 2012).

It is important to identify possible radioisotopes that pose a potential 
threat, so that they can be dealt with. It was hoped that through the use 
of a more automated method for gamma classification, the process 
would be sped up to improve response time to threats. A new method 
for gamma spectra classification could also serve to confirm or reject 
spikes or dips in sensor counts detected using traditional methods.

K-means clustering is an unsupervised machine learning algorithm 
that classifies data points based on their proximity to centroids (Kirk, 
2017). The process begins with the initial random generation of k
centroids. Then, each of the observations were assigned to a cluster 
based on their Euclidean distance from those randomly generated 
centroids. New centroid locations were generated in an attempt to 
minimize the average distance to the centroid’s associated data points. 
Distances were once again calculated and the assigned cluster of points 
were changed as needed. This cycle of updating centroids and data 
point reclassification continued until the assigned cluster of all points 
remained unchanged.

The purpose of this project to classify gamma ray spectra utilizing 
the k-means clustering algorithm was not fully met. While the model 
could produce clear clusters, certain factors inherent to the scope of 
this project hindered the model’s application. For instance, the 1024 
dimensional data was reduced to 64, 32, and sometimes 8 dimensions 
to decrease compute power requirements and increase legibility; 
however, this simplification also reduces the resolution of the data 
being processed. In addition, the data made available was mostly 
comprised of normal, “background noise,” in which little to no high 
energy level counts were present, leading to the model creating 
clusters that would not be optimal for classification. Future studies 
could improve upon this project by addressing these issues with more 
resources such as a larger, more expansive data pool made available to 
them. Furthermore, once a solid model with an access to good data is 
developed, work may be done to automate the process, running it on 
external servers and other forms of cloud computing.

Results (cont.)
Energy levels were expressed in ranges of approximately 3 keV per energy 

level. For each time stamp of a given sensor the number of counts occurring at 
each energy level was recorded. The resulting data points, differentiated by 
time, took the form of “feature vectors” comprised of 1024 elements. Each 
element corresponded to a given energy level, and its respective count. Due to 
the algorithm’s reliance upon distance calculation between data points, the 
various elements of the feature vectors were to be treated as “dimensions” 
similar to the coordinates used in an xy-plane. This was dealt with through a 
form of dimension reduction, splitting the 1024 energy levels amongst a set 
number of “bins” each containing the sums of a corresponding fraction of the 
dataset.

Processed data was then fed to the k-means clustering algorithm resulting in 
k number of clusters, each corresponding to a different potential source of 
gamma radiation. 
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Materials and Methods
The task was performed in Python as it is a user-friendly and 

versatile language. Python was used in conjunction with the Anaconda 
package which includes many libraries and modules useful in data 
science and machine learning. 

Data was collected from a network of Sodium Iodide (NaI) 
scintillation detectors placed throughout the Washington D.C. area. 
These detectors were connected to a website allowing for live feed 
access and granted the ability to pull data records. The program was 
fed .csv files each containing measurements captured at a 1 Hz rate 
over the course of one half hour. Downloaded data included time 
instances, geographic location, and energy levels with their 
corresponding counts.
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Conclusion

Distinct clusters were classified as groupings independent from one 
another, not together in one large clump.

Upon initial clustering with test data, the lower end of the spectrum, 
polluted with large amounts of innocuous, low-energy counts, resulted 
in skewed clustering. Clustering favored these low-energy elements of 
the dataset, not taking each of the others into account. This issue was 
addressed through multiple methods of data optimization including 
dividing each element by its average value for the dataset, dividing 
each element by its variance, performing normalization on each data 
point, and finally through implementing Mahalanobis Distance, a form 
of distance calculation that takes standard deviation into account. 

Each of these methods proved ineffective in improving clustering 
results from the initial runs of the algorithm.

Figure 1 (above): The graphical results of running the clustering algorithm with received data. 
Collected data was dimensionally reduced to 8 dimensions, and so the results took the form of 
an 8 × 8 series of subplots, plotting dimensions against one another. The first “dimension” 
serves as the x-axis for the first column and as the y-axis for the first row. As can be seen, the 
first “dimension” or first element of the “feature vector” clusters more cleanly among a 
uniform grouping, indicating the large amount of data located in that end of the spectrum, 
shifting the clustering to favor the lower end of the spectrum and background noise.


