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Artificial intelligence (AI) is a field of  study in which networks perform 
tasks that would normally require human intelligence to accomplish, such as 
decision-making, visual perception, and speech recognition. Neural 
networks (Figure 1) constitute one branch of  artificial intelligence in which 
computer systems learn hidden patterns in large sets of  data. The problem 
with this method of  learning is the risk of  data attacks. Neural networks 
have a heavy dependence on large labeled sets of  training data. If  that data 
were to be corrupted, the network would become prone to overfitting, 
causing it to misclassify data. Overfitting is a phenomenon where a 
network’s model learns very specific features rather than general features.

This project aimed to observe and compare the performance of  two 
learning methods when applied to overfit neural networks. Transfer 
learning, the first method, is a learning technique where a network is pre-
trained and the first few layers are transferred to the updated neural 
network, which is then fine-tuned using the target set of  data. This method 
aims to improve a neural network’s ability to generalize the features it 
learns, which prevents overfitting (Yosinski, Clune, Bengio, & Lipson, 
2014). Regularization, the other method that was tested, is the process of  
slightly reducing connection weights between training rounds. This 
approach, called weight decay, reduces the speed at which the network 
learns, ensuring that the network’s model does not overfit to the training 
data (Jain, Mao, & Mohiuddin, 1996).

of  the network as the training data propagates through the network.
The regularization model was created by taking a duplicate of  the base 

neural network and then training it using the “NetTrain” command. The 
“L2Regularization” parameter was implemented during the training phase. 
This parameter allowed for the network to implement weight decay in the 
training phase.

To train the transfer learning model, two networks needed to be created. 
First, a neural network was coded and trained on the unbiased training 
dataset. This was done using the “NetChain” and “NetTrain” commands. 
After this, a new network was created using the “NetChain” command. In 
this network, three layers were transferred from the pre-trained network. 
This was done using the “NetExtract” command, which allows users to 
select certain layers from a network and move them into new neural 
networks. The rest of  the layers were coded normally. This new network 
was then trained on the biased dataset through the “NetTrain” command.

After each of  the networks were trained, the testing set of  data was 
imported into Mathematica and was broken into 40 groups of  randomly 
selected testing images. These groups of  data were then used to test the 
three networks, where accuracy data was recorded for each network.

This project allowed for a comparison between learning methods that 
are found in neural networks when those networks experienced overfitting. 
From the one-way ANOVA test that was performed on the accuracy results 
of  the networks, there was evidence that there was a statistically significant 
difference in the mean accuracies of  the networks with learning methods 
and the mean accuracy of  the base network. This was expected as each of  
these learning methods have been applied to neural networks with the 
intention of  improving the network’s accuracy. Additionally, the post hoc 
analysis showed that transfer learning was more effective than regularization 
as a learning method that prevents overfitting.

Prior research and current research in the field of  AI points to a neural 
network’s ability to generalize as a large factor in how accurate a network is. 
If  a network is able to generalize more, it can apply the model that it learns 
to a larger set of  data, which means that it can accurately classify more data 
than a less generalized network (Jain, Mao, & Mohiuddin, 1996). In this 
project, generalization may have been the factor that was being improved. 
In a setting where the network is trained on dirty data, a network’s ability to 
generalize is a sizeable factor in how well the network performs on 
validation data.

The applications of  this project are vast, as these two learning methods 
can be implemented in all neural networks. This project revealed the 
behavior of  neural networks when these learning methods were applied, 
and the results of  this project allow these behaviors to be understood.

Introduction

Materials and Methods
This project utilized the Wolfram Mathematica coding program to create 

each of  the neural networks. The training and testing data were obtained 
from downloading and importing the CIFAR-10 image dataset into 
Mathematica.

To prepare the training dataset, a random sample of  400 images was 
collected and stored. This served as the biased data, as the small size of  the 
dataset caused overfitting in the base neural network. The remaining data 
was stored separately using the “Complement” function in Mathematica to 
serve as an unbiased dataset for the transfer learning model.

To begin, a base neural network was coded in Mathematica. This was 
done using the “NetChain” command, which creates the framework for a 
neural network. The network was then trained in Mathematica using the 
“NetTrain” command, which takes a neural network and adjusts the weights

Materials and Methods (cont.)

Conclusion

Results
A one-way ANOVA test was performed to compare the accuracies of  

the neural networks. Graph 1 shows the accuracy data that was collected for 
each of  the three neural networks.
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The results of  the one-way ANOVA test yielded an F ratio of  F(2, 39) = 
654.51, p < 0.001, indicating that there was a statistically significant 
difference in mean accuracy between each of  the three neural network 
types. A Tukey post hoc revealed that the mean accuracy was greater for the 
transfer learning model (M = 44.295, SD = 1.613) than for the 
regularization model (M = 33.035, SD = 1.691). Both the transfer learning 
model and the regularization model had a greater mean accuracy than the 
base network (M = 29.495, SD = 2.343).

Results (cont.)

Figure 1 (right): This is a basic diagram of  a 
neural network. It shows the structure of  a 
neural network, where the circles represent 
neurons and the lines show the flow of  data 
through the network going from left to right.

Graph 1 (left): This is a box-and-whisker plot which displays the accuracy results of  
the base neural network, regularization model, and the transfer learning model.


