
Both melting and crystallization simulations were calculated using 
LAMMPS (Large-scale Atomic/Molecular Massively Parallel 
Simulator) and its Python library interface, and consisted of 40,000 
Lennard-Jones particles with a production run occurring after a 
significantly shorter equilibration run. In the melting simulation, a 
face-centered cubic (fcc) structure was heated to slightly above the 
melting point whereas in the crystallization simulation, the 
temperature of the particles was lowered to slightly below the freezing 
point in a process known as supercooling; these conditions ensure that 
the phase transitions are stochastic events. 

After the target temperatures were reached in the equilibration run, 
a one-class support vector machine (SVM) model was trained on a set 
of bispectrum (SNA order parameters) components (Thompson et al., 
2015) extracted from the simulation, instead of previously used bond-
orientational order parameters (Steinhardt et al, 1983). This SVM is 
used to detect atoms that deviate from typical order from the 
equilibrated system, which are denoted “novel atoms.” For the 
remainder of the equilibration run, the novelty property is frequently 
updated and cluster analysis is performed for all novel atoms, with 
data being collected on total number of novel atoms and maximum 
cluster size. At the end of the equilibration run, the distribution of this 
bivariate data is learned using kernel density estimation, and a large 
number of synthetic data points are generated and appended to the real 
data set. A local outlier factor (LOF) model is trained on this combined 
data set, which ultimately detects the onset of a rare event as an outlier 
of these two quantities. The simulation saves snapshots to disk at a 
low frequency (every 5,000 timesteps), but stores recent snapshots in 
memory at a high frequency (every 500 timesteps). Upon detecting 
melting (Figure 1) or crystallization (Figure 2), the previous snapshots 
from memory were written to disk and the simulation continued with 
high frequency sampling.
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Molecular dynamics simulations are an important 

computational research tool that use numerical methods to model 
the movements of atoms and molecules in a system over time. 
Physical locations and momenta of particles can be determined 
by solving Newton’s equations of motion through numerical 
integration schemes, which provide a detailed view on the 
evolution of a system over time based on the forces and 
interactions between particles. Trajectories of a system can be 
used to accurately model the thermodynamic and mechanical 
properties of bulk materials. This provides a microscopic basis 
and understanding for the macroscopic behaviors that would be 
observed and measured in experiments. 

In a typical molecular dynamics workflow, researchers load 
the simulation’s results into visualization software and analyze it 
manually. In this process, a researcher steps through a 
simulation, frame by frame, and must decide whether to continue 
with further analysis or run another simulation that samples 
more frequently in order to observe anything of interest in more 
detail. This task can be time intensive and computationally 
costly, which highlights the need for developing methods that 
enable complex analysis from one simulation, thus reducing both 
human efforts and resource use in order to accelerate the 
molecular dynamics research process. 

Kroonblawd & Sewell previously developed methods for a 
parametrized stepwise-uniform schedule by estimating time 
origins of processes of interest, which was effective in reducing 
data storage costs but is not applicable for simulations of 
stochastic, or rare events such as phase transitions, which occur 
after unpredictable intervals of time (2015). Research in machine 
learning (ML) has provided supervised and unsupervised 
approaches for classification and inference in atomistic 
simulations (Ceriotti, 2019), making it a useful tool in analyzing 
and automating a simulation and enhancing its sampling logic. In 
previous work, the authors integrated ML into a molecular 
dynamics simulation to detect the onset of melting and control 
the simulation’s sampling. This project was a continuation of this 
past work, by addressing errors with reproducibility, exploring 
generalized molecular featurizations, and examining ML 
capabilities for detecting another rare event, crystallization.

In both melt and crystallization simulation test cases, detection 
of the onset of rare event was consistent and effective. Calculating 
differences in histograms with fixed bins for each of the 15 SNA 
order parameters reveals that the distribution of these values 
drastically changes through a phase transition, and that these 
changes are different for each rare event.

In this project, ML pipelines were successfully integrated with 
molecular dynamics code to enable detection of stochastic melts and 
crystallizations and efficient simulation sampling. Future work will 
focus on creating methods for researchers to easily adapt existing 
simulation code and formats to leverage these ML pipelines, and 
exploring detection capabilities for other rare events.
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Figure 1 (left): final state of 
melt simulation

Figure 2 (right): final state 
of crystallization 
simulation; green atoms 
represent fcc structures

Figure 3 (below): differences in fixed bin 
histograms for 15 SNA order parameters 
for system before and after melt

Figure 4 (below): differences in fixed bin 
histograms for 15 SNA order parameters 
for system before and after crystallization


