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Since the network produced no meaningful data and did not show 
any sign of improvement, the architecture of the network was not an 
effective solution for the problem. However, the issues the network 
suffered can likely be attributed to layer parameters or the 
optimization method which could cause the network to not train 
effectively. This means that the network was not able to verify the 
efficacy of transfer learning.

Despite the inability to demonstrate the validity of transfer learning 
for this problem, this study did create a potentially viable new method 
for processing of code samples that have variable length or are in 
different languages, a common problem in similar code related 
machine learning projects. If the processing method can be proven 
effective in a future study, it could prove to be a useful tool for 
working with code samples that have multiple programming 
languages. Simply by creating a new list of reserved keywords and 
symbols from the desired language, any programming language can be 
equivalently processed into usable data by this method. 

While the study didn’t succeed in its original purpose, it did present 
a new solution to the language problem. Additionally, with less time 
constraints, the viability of transfer learning could likely be verified 
using similar methods if the issue with network training is solved. 

As machine learning technologies have become more practical and 
accessible, the range of possible use has expanded to new 
applications. One such application is automatic detection of code 
vulnerabilities, a process which takes many hours of tedious labor by 
security experts. Previous research has examined the viability of this 
application and found that neural networks such as that depicted in 
Figure 1 show promise (Le, Q., et al. 2018). However, previous 
studies have usually focused on one programming language, meaning 
their use range is narrow. This issue could be solved by implementing 
transfer learning, a method of “reusing” networks trained on
one type of data on a similar
format. In this project, transfer
learning was applied to a previous
solution for code vulnerability 
detection to adapt a java trained
network to detect vulnerabilities 
in C++ code, and vice versa. The
goal of the project was to reduce
the resources required to 
generate a detection system for 
new languages.

The first step for any machine learning project is finding and 
processing a dataset. For this project, the Juliet Suite from the NIST 
was used. This dataset included samples of good or bad code sorted by 
language and vulnerability type. The samples were categorized by 
type into Common Weakness Enumerators or CWEs. The languages 
this study focused on were Java and C++ because the sample sizes 
were the largest. First, the dataset was pruned to only these two 
languages. Next, any CWE with less than 100 samples or which was 
not present in both language sets was removed. 

The data had to be processed such that Java and C++ samples can 
be passed into the same network. A variable length byte stream was 
chosen as the input format for the network. To process the code 
samples into this format, a series of Python scripts were written. First, 
a simple regular expression was used to remove all comments from 
the files. Next, another regular expression was used to find the start of 
functions and a recursive function would extract only the body and 
header of the desired functions. An example of an extracted function is 
seen in Figure 2. After the source code was split, it was ready for 
tokenization. 
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For use in tokenization, a list of symbols were created for Java and C++. 
These used the official language specifications which define a list of 
reserved keywords and symbols. The extracted functions were divided into 
tokens by spaces, newlines, and recognized symbols. 

The actual conversion of tokens into a byte stream was done using an 
implementation of the Word2Vec algorithm. This algorithm required a 
dictionary or “Bag of Words” for looking up word indices. This dictionary 
was generated from the reserved keywords and symbols specified in the 
Java and C++ specifications. For each sample, the dictionary was used to 
convert the tokens into integers, and any unrecognized token was appended 
to the end of the dictionary. These additions were removed after each 
sample so there was no memory of variable or function names between 
samples, which could create an unfair advantage for the network 
(Amburgey 2020). These integers were then divided by the largest 
dictionary size for the dataset to obtain a list of values from zero to one. The 
entire processing method is shown in Figure 3.

With the data processed, the network design was the next step. Based on 
previous research, an LSTM with a one-dimensional convolutional layer 
would be an appropriate architecture (Dehlinger et al., 2020). Figure 1 
depicts this network architecture. LSTMs also provide the advantage of 
accepting any length of byte stream, meaning different length code samples 
can be passed into the network. The network was created using TensorFlow 
and Keras. The chosen architecture (shown in Figure 1) was an LSTM layer 
followed by two dense layers and one output layer. The dense layers were 
set to have 128 nodes. The Adam optimizer was used with a binary cross 
entropy loss function. A network was trained on each CWE of each 
language, with the accuracy is evaluated every epoch using a 
validation/evaluation set (30% of the data selected at random). The 
networks were then trained on the language they weren’t originally trained 
on, and performance was assessed. This process was performed from C++ 
to Java and Java to C++.

-

Figure 1 (above): A representation of the 
network architecture used for the project.

Figure 2 (above): An example of an unprocessed
function from the dataset.
Figure 3 (right): A flow diagram representing the process for data preparation.

The network created in this study was able to successfully train on 
both datasets with no compile or runtime errors. This indicated the 
success of the data preprocessor in creating a comparable 
representation for both Java and C++ code. However, the networks’ 
accuracies did not improve during training, indicating an issue with 
either the network architecture or evaluation and training method. Due 
to time constraints the issue was not isolated, and no meaningful 
metrics were able to be collected. 
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